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Abstract. Forensic tracking faces new challenges when employed in

mass-scale electronic content distribution. In order to avoid a high load

at the server, the watermark embedding process should be shifted from

the secure server to the client side, where (1) the security of the wa-

termark secrets must be ensured, and (2) collusion-resistance against

a reasonably sized coalition of malicious users needs to be guaranteed.

The combination of secure content broadcasting, secure embedding and

collusion tolerance aspects has been recently addressed and termed as

Fingercasting. However, the proposed solution does not apply a special

collusion-resistant code, but derives a limited resistance against collu-

sion attacks from the underlying spread spectrum watermark. In this

paper, we make the �rst step towards tackling this problem: we propose

a construction that provides collusion-resistance against a large coalition

in a secure watermark embedding setting. In particular, we propose to

incorporate a variant of the collusion resistant random code of Tardos,

currently the code with best asymptotic behavior, into a Fingercasting

framework. Through statistical analysis we show that the combination is

feasible for a small subset of possible Fingercasting system parameters.

1 Introduction

In the past few years we have experienced a shift from classic content distri-
bution channels, such as CDs or DVDs, towards electronic content distribution
(ECD). Although these new distribution models o�er new possibilities for con-
tent providers, the risk of unauthorized mass re-distribution complicates the
introduction of large-scale ECD systems. Forensic watermarking can be used
besides (or instead of) encryption in a classic Digital Rights Management archi-
tecture as a deterrence against unauthorized distribution. In a forensic tracking
system, each authorized copy of the distributed content is watermarked with a
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unique transaction mark, linking that copy either to a particular user or to a
speci�c device. When an unauthorized copy is found, the embedded watermark
(carrying the transaction mark) uniquely identi�es the source of the copy, and
allows the distributor to trace the user who has re-distributed the content.

Traditionally, forensic watermarks are directly embedded into the content
by a trusted distribution server before content is delivered to a customer. How-
ever, this approach has two obvious drawbacks. First, the distribution mecha-
nism does not scale well. As individualized content has to be delivered to each
customer, forensic watermarking puts a high computational load on the distri-
bution server and prevents the use of network caching that would reduce the
transmission overhead. Second, server-based embedding scenarios are unsuitable
for de-centralized distribution networks (such as peer-to-peer systems) or ar-
chitectures that allow super-distribution of content. In mass-scale distribution
systems, these drawbacks become major issues that limit deployment of forensic
tracking watermarks.

Client-side embedding, where the watermark embedding process is shifted
from the distribution server to the clients, solves the scalability issue. However, as
the client device resides in a potentially hostile environment, the major obstacle
for client-side embedding is the security risk. The watermark embedder needs
the watermarking secrets (keys), which when exposed allow the attackers to
e�ectively remove watermarks. Thus, watermark embedding at the client must
be done in a way which does not compromise the security of the keys; in addition,
neither the watermark nor the unmarked original content should be available
to the client. Security of the client-side embedding can be provided by secure

watermark embedding schemes [8, 9, 2, 1, 4]. (See Section 2 for an overview of
methods proposed in the literature.)

Another area of concern in forensic tracking is the \collusion attack". In a
collusion attack, a coalition of authorized users (colluders), who posses person-
alized copies of the same content, pool their copies together and examine the
di�erences. Using the di�erence information, they try to create a content copy
that is not traceable to any member of the coalition. If the coalition is suÆciently
large, they evade detection with very high probability.

In server-based forensic tracking architectures the problem is usually solved
by the use of collusion-resistant codes as an additional layer on top of the water-
marking scheme [3, 13]: the watermarks given to individual users are encoded in
such a way that, assuming an upper bound on the number of colluders, enough
tracing information is present in the attacked copy to accuse at least one member
of the coalition.

Although several di�erent approaches have been proposed for secure embed-
ding, their collusion resistance has received little attention so far. Restrictions
imposed on the watermark construction by the secure embedding mechanism
have prevented the application of collusion-secure codes in a straightforward
manner.

In this paper, we propose the �rst construction that combines a lookup-table
based secure embedding mechanism with a collusion-secure code. In particular,
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we choose Fingercasting [1] as a secure embedding method due to its low com-
plexity and low transmission overhead. Fingercasting employs a lookup-table
based encryption approach, where each content symbol is encrypted by pseudo-
randomly adding S entries of a random encryption table; S is a system parameter
that can be used to �nd a trade-o� between the security of the encryption al-
gorithm and the transparency of the embedded watermark. For the security of
the encryption, larger values of S (such as S � 2) are desirable, whereas for
the watermark transparency low values of S (such as S � 5) are preferable. As
the collusion-secure code, we use a `symmetric' variant of Tardos' randomized
�ngerprinting code [13], recently proposed by some of the authors in [14], which
achieves the optimal asymptotic code length, while supporting large coalition
sizes and low false accusation and false rejection probabilities.

In our approach, we embed a �ngerprint in the lookup tables used by Finger-
casting, which translates into a �ngerprint embedded in the decrypted content.
(Due to the random encryption and watermark embedding method of Finger-
casting, �ngerprinting codes cannot be applied directly to the content.) Through
tedious statistical analysis, we show that the proposed construction yields a prac-
tical collusion-resistant secure embedding scheme only for the speci�c parameter
choices of S = 1 or S = 2 in the Fingercasting scheme.

The rest of the paper is organized as follows. Section 2 surveys related work,
and Section 3 gives a brief overview of both Fingercasting and Tardos codes.
Our construction is outlined in Section 4; furthermore, we perform a statistical
analysis of the scheme in Section 5 which shows that it indeed provides a collusion
resistant secure embedding scheme for S = 1 and S = 2, but fails for larger S.
Finally, in Section 6 we discuss future research challenges.

2 Related Work

Several approaches for secure watermark embedding have been proposed in the
literature. In broadcast environments, Crowcroft et al. [5] and Parviainen et
al. [10] proposed a client-side watermark insertion technique based on stream
switching. In their method, they divide the content stream into small chunks and
broadcast two versions of the stream, watermarked with di�erent watermarks.
Each chunk is encrypted by a di�erent key. Clients are given a personalized set
of decryption keys that allows them to selectively decrypt chunks of the two
broadcast streams such that each client obtains the full stream. The way the
full decrypted stream is composed out of the two broadcast versions encodes the
watermark. However, this scheme has a limited collusion resistance. Emmanuel
et al. [6] proposed a client-side embedding method in which a pseudo-random
mask is blended over each video frame; each client is given a di�erent mask,
which, when subtracted from the masked broadcast video, leaves an additive
watermark in the content. The scheme has security problems, as a constant mask
is used for all frames of a video, which can be estimated by averaging attacks.
Kundur and Karthik [8] were the �rst to use techniques from partial encryption in
order to �ngerprint digital images. Their method is based on encrypting the signs
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of DCT coeÆcients in an image; during decryption some signs are left unchanged,
which leaves a detectable �ngerprint in the image. As the sign bits of DCT
coeÆcients are perceptually signi�cant, the partially encrypted version of the
content is heavily distorted. However, as some DCT coeÆcients are left scrambled
during decryption, the watermark can be visible; visibility of the watermark
must be traded for optimal detection. Lemma et al. [9] overcome these problems
and propose a practical partial encryption-based secure embedding solution for
audio-visual content. However, both schemes still have limited robustness against
collusion attacks.

Anderson et al. [2] designed a special stream cipher, called Chameleon, which
allows one, by appropriate design of keys, to decrypt Chameleon-encrypted con-
tent in slightly di�erent ways and thus leave a key-dependent trace in the de-
crypted data stream. Recently Adelsbach et al. [1] showed how to generalize the
Chameleon cipher in order to be able to embed spread spectrum watermarks in
audio-visual content. Their construction, called Fingercasting, does not apply a
special collusion-resistant code, but draws a limited resistance against collusion
attacks from the underlying spread spectrum watermark. As Fingercasting forms
the basis of the method proposed in this paper, we review it in detail in the next
section.

The construction of collusion-resistant codes has been an active research topic
since the late 1990s, see e.g. [7, 3, 11, 13]. The constructions depend strongly on
assumptions that restrict the type of manipulations an attacker is allowed to
perform; often, one assumes the marking assumption, stating that the colluders
can only change those parts of the content where they have obtained di�erent
versions. In this paper, we make use of the �ngerprinting code by Tardos [13],
which is a fully randomized binary code and exhibits the currently best known
asymptotic behavior (see Section 3.2 for a brief overview).

3 Preliminaries

In this section, we briey describe the encryption method of Fingercasting and
give an overview of Tardos' binary �ngerprinting code. For detailed information
we refer to [1] and [13].

3.1 Fingercasting

Fingercasting, as described in [1], combines broadcast encryption, a lookup-
table based encryption scheme and a watermark embedder in order to distribute
uniquely marked copies of a content to multiple users. In the following, we discuss
the joint encryption/embedding operations performed by Fingercasting; for a
complete overview of the scheme we refer to [1].

Fingercasting employs a secret master lookup table (encryption key) E of
length L and a set of client lookup tables D1; : : : ;Dn. Client k gets a unique
table Dk, which forms a long-term decryption key, and is a \distorted version"
of the master lookup table: each table Dk is constructed as Dk = E �Wk,
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whereWk will be referred to as watermark table. Before distribution, content is
encrypted using the master lookup table E; a client uses his personalized lookup
table Dk to decrypt. Decrypting a piece of content with Dk rather than with E
leaves a detectable spread-spectrum watermark in the decrypted content.

Fingercasting can be parameterized by a constant S, which represents the
number of entries from the encryption lookup-table E added to each content
element during encryption. The choice of S strikes a balance between the security
of the encryption process (for which S should be large enough, e.g., S � 2) and
the transparency of the watermark (for which S should be chosen small, e.g.,
S � 5).

A piece of content will be denoted as a vector c = (c1; : : : ; cM ) of length M ;
depending on the watermark embedding domain, the values ci may e.g. represent
baseband samples or DCT coeÆcients. To encrypt a piece of plaintext content
c, the distributor uses a pseudorandom generator to derive S � M indices ti�
pointing to entries in the lookup table, where 1 � i � M , 1 � � � S and
1 � ti� � L, and encrypts c according to

zi = ci +

SX
�=1

E[ti�] mod p; (1)

where p is a suÆciently large prime, and E[x] denotes the content of the lookup
table E at index x. All ciphertexts zi are collected to form the encrypted content
z = (z1; : : : ; zM ). A client can decrypt z by reversing the encryption operation
with his own lookup table Dk to obtain the watermarked content yk ,

y
(k)
i = zi �

SX
�=1

Dk[ti�] mod p = ci +

SX
�=1

Wk[ti�]: (2)

Here, we assume that the prime p is selected in such a way that no overow
occurs when the watermark is added.

In the following we will denote the watermark embedded in the content in

the above manner by wk = (w
(k)
1 ; : : : ; w

(k)

M ). Note that each w
(k)

i is formed by
summing S entries of the watermark table Wk of user k:

w
(k)

i =

SX
�=1

Wk[ti�]: (3)

Thus, even if the entries in Wk are binary, the embedded watermark will in
general be non-binary.

3.2 The Tardos Fingerprinting Code

In the Tardos �ngerprinting method, each user receives a unique �ngerprint,
which is represented as a binary codeword of length M . The code length M

determines the collusion resistance, expressed as the maximum coalition size c
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the system can resist, for given false positive and false negative probabilities of
the code. We refer to [13, 12] for details and estimates of M . Let N be the total
number of users to be accommodated in the distribution system. All codewords
can be arranged as a N �M matrix X, where the k-th row corresponds to the
�ngerprint given to the k-th user.

The distributor stochastically generates the matrix X in the following way.
In a �rst step, he chooses M independent and identically distributed random

variables fp
(i)
1 g

M
i=1 from the real interval p

(i)
1 2 [t; 1 � t], where t is a small

parameter satisfying ct� 1. In this paper we set t = 0, see [14] for a justi�cation.

We de�ne p
(i)
0 = 1� p

(i)
1 . Each p

(i)
1 is sampled according to a density function f ,

which is symmetric around p
(i)
1 = 1=2 and heavily biased towards values of p

(i)
1

close to t and 1� t:

f(p) =
1

2 arcsin(1� 2t)

1p
p(1� p)

: (4)

In a second step, the distributor �lls the columns of the matrix X by indepen-

dently drawing random bits Xki 2 f0; 1g with P[Xki = 1] = p
(i)
1 . Consequently,

we have P[Xki = 0] = p
(i)
0 . When content is released to customer k, it is water-

marked with the k-th row of X.
The colluders, pooling together their personalized content copies, use a (pos-

sibly randomized) strategy to obtain an attacked content copy y, which they
make publicly available. Having spotted a copy with embedded mark w, the dis-
tributor wants to determine at least one person from the coalition who created
the copy. To achieve this, he computes for each user 1 � k � N an accusation
sum Sk as

Sk =

MX
i=1

wi U(Xki; p
(i)
1 ); with U(Xki; p

(i)
1 ) =

(
g1(p

(i)
1 ) if Xki = 1

g0(p
(i)
1 ) if Xki = 0;

(5)

where g1 and g0 are the `accusation weight functions'

g1(p) =

r
1� p

p
and g0(p) = �

r
p

1� p
: (6)

The accusation sum Sk is computed by summing over all symbols of w. All `0'
symbols are ignored. For each `1' symbol, the accusation sum Sk is either in-
creased or decreased, depending on how much suspicion arises from that symbol:
if user k has a one in the same position, then the suspicion is increased by a

positive amount g1(p
(i)
1 ), where the suspicion decreases with higher probability

p
(i)
1 . If user k has a zero in the position, the overall suspicion is corrected by the

negative amount g0(p
(i)
1 ), which gets more pronounced for large values of p

(i)
1 .

Finally, the distributor decides a user k to be guilty (i.e., part of the coalition
that produced the attacked copy in question), if Sk is greater than a certain
threshold. The exact value of the threshold depends on the desired false positive
and false negative probabilities.
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In this work, we use a `symmetric' version of Tardos' code, as proposed in
[14], which achieves a shorter code length by judging the guilt of users according
to a modi�ed accusation sum

S0k =

MX
i=1

Æ(wi;Xki)g1(p
(i)
wi
) + [1� Æ(wi;Xki)]g0(p

(i)
wi
);

where Æ(�; �) denotes the Kronecker delta. Thus, to judge the guilt of user k, the
accusation algorithm compares the elements of the extracted �ngerprint with the
elements of the �ngerprint given to user k. If the symbols agree, the accusation
is increased, otherwise decreased. For a thorough analysis we refer to [14].

4 Collusion-Resistant Fingercasting

In this section, we propose a construction that combines a Tardos �ngerprinting
code with Fingercasting in order to yield a collusion-resistant secure embedding
scheme. In particular, we show in Section 5 that the construction works for the
choice of Fingercasting parameters S = 1 and S = 2.

4.1 Attack Model and Marking Assumption

In order to derive results regarding the collusion security, we follow the widely
adopted approach of introducing a marking assumption, which is suitable for
the Fingercasting scheme. The �ngerprinting code assigns each user a codeword,
which is embedded into the distributed content by the use of a watermarking
algorithm; we assume that each symbol of the �ngerprint gets embedded in a
dedicated part of the content. Due to the personalized nature of the �ngerprint,
some parts (`positions') of the content are di�erent in the copies the colluders
pool together, while others are identical. The latter positions are called unde-

tectable. Traditionally, the marking assumption is stated as follows: a group of
colluders is unable to change the �ngerprint symbols embedded in undetectable
positions.

In the context of secure lookup-table based embedding, this traditional mark-
ing assumption is not suÆcient. During the decryption process, the attackers
have not only access to c copies of the content, but also to a set of c decryp-
tion tables D1; : : : ;Dc, which they can compare to notice di�erences between
the watermark table W1; : : : ;Wc internally used by the distributor. (For sim-
plicity of notation and without loss of generality, we enumerate the colluders
by k = 1; : : : ; c). Thus, we distinguish between detectable table and detectable
content positions. We call an index 1 � l � L a detectable table position, if
there exist two tables Wk and Wk0 with 1 � k; k0 � c and Wk[l] 6= Wk0 [l].
Conversely, a position 1 � i � M in the content is called a detectable content

position, if a detectable index was used to encrypt that position, i.e., there exists
an index l 2 fti;1; : : : ; ti;Sg which is a detectable table position. Otherwise, a
content portion is called undetectable.
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In the rest of the paper, we assume a modi�ed version of the marking assump-
tion, more suitable for Fingercasting: The colluders cannot change a �ngerprint
symbol embedded in an undetectable content position. Note that this assump-
tion is weaker than the traditional marking assumption: even a content position
that is identical in all the personalized copies of the attackers may be detectable,
in case detectable table positions were used in the watermark embedding pro-
cess and the individualized watermark symbols cancel due to the summation of
S lookup-table entries.

Besides this weaker marking assumption, we work with an attack model
known as restricted digit model. In this model, it is assumed that the colluders
only `mix-and-match' detectable entries in their decryption lookup-tables, i.e.,
decrypt the content using a lookup-table that is a combination of entries of the
attacker's tables. Note that we allow the attackers to independently perform this
mixing operation every time they access one entry from a decryption table.

4.2 Construction

In the following, we construct a Fingercasting scheme that incorporates a Tar-
dos code. Intuitively, we use a Tardos codeword to construct the individualized
watermark table Wk of length L; as mentioned in Section 3.1, this causes a
non-binary watermark wk (of length M � L) to be embedded into the content,
where each element of wk is a sum of S terms from Wk. For tracing purposes,
we `condense' the watermark wk back into a table Z of length L, which serves
as an estimate of the table Wk from which w was created. Finally, we judge the
guilt of a user k by the similarity between Z and Wk.

Fingerprint creation. The distributor constructs a Tardos matrix X of dimen-
sionsN�L, as described in Section 3.2. The length L of the codewords is a system
parameter that will be determined later (L is also the length of the encryption
and decryption lookup-tables). Finally, the distributor sets up a Fingercasting
scheme by picking a suÆciently large prime p and a master encryption table E
of length L where for all 1 � l � L, E[l] R Zp.

Client key generation. For client k, the distributor selects the k-th row of the
matrix X and derives a watermark table Wk from it; more precisely, he sets

Wk[l] =

�
�1 if Xk;l = 0
1 if Xk;l = 1

and computes the k-th client decryption key as Dk = E�Wk.

Content encryption and decryption. As in Fingercasting, the distributor encrypts
the content c using the master table E and sends it to the client, who uses his
own table Dk to decrypt according to Equation (2). Note that this decryption
process essentially embeds a non-binary watermark wk into the content, as each
value of the embedded watermark is a sum of S binary values from the watermark
table Wk, see Equation (3).
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Z

W

w

Fig. 1. Construction of the table Z (illustrated for S = 2 and one table entry). Note

that there are Tl contributions of W[l] to Z[l] and that there are also other entries

from W that contribute to Z[l].

Tracing. The distributor �nds an unauthorized content copy. He �rst performs
watermark extraction on each content segment in order to recover an estimate of
the (non-binary) embedded watermarkw. Note that, in case no collusion attacks
have been performed, each element of w is a sum of S di�erent entries of one
single watermark table Wk.

From w he computes a lookup table Z of length L in the following manner.
Initially, he sets Z[l] = 0 for all 1 � l � L. He then iterates over all content
positions 1 � i � M , reconstructs the indices fti;1; : : : ; ti;Sg and increases each
value Z[ti�], for all 1 � � � S, by wi. Thus, he obtains a table Z as

Z[l] =

MX
i=1

wi

SX
�=1

Æ(l; ti�):

This process is depicted in Figure 1. Finally, he computes for each user k an
accusation sum

Ak =

LX
l=1

[1� Æ(Z[l]; 0)]
h
Æ(sgnZ[l];Wk[l]) g1(p

(l)

sgnZ[l]
)+

(1� Æ(sgnZ[l];Wk[l])) g0(p
(l)

sgnZ[l]
)
i
; (7)

where sgnx denotes the sign of x. Here, in abuse of notation, we identify p
(l)
�1

with the probability p
(l)
0 as de�ned in Section 3.2.

A user k gets accused if Ak > Z, for some threshold Z, which will be deter-
mined later; see Equation 9.

4.3 Motivation of the Accusation Sum

The choice of the accusation sum Ak is motivated by the following two argu-
ments.
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1. Given the embedded �ngerprint sequence w, we attempt to recover an es-
timate of the watermarking table that was used to create it. Let us �rst
assume that no attack occurred, i.e., each entry of w is the sum of S entries
of a table Wk. We obtain such an estimate by constructing a table Z and
using the signs of the entries in Z. Each individual entry of Z[l] accumulates
all values in w that were computed as a sum involving Wk[l] as summand.
The purpose of this step is essentially to reduce the non-binary embedded
watermark w to the binary lookup-table from which it was created.
Note that the length of Z is smaller than the content (L < M); thus, some
entry Wk[l] will be used multiple times in decrypting the content. We de-
note with Tl a random variable that counts the number of times one such
entry Wk[l] is used during decryption. Note that each Tl follows a Binomial
distribution,

P[Wk[l] is usedTl times] =

�
M

Tl

�
(S=L)Tl(1� S=L)M�Tl :

Each value Z[l] is then a sum of Tl entriesWk[l] and (S� 1)Tl other entries
of Wk, which are uniformly randomly chosen (according to the index gener-
ation function in Fingercasting). Due to the random choice of indices and the
randomized construction of Wk, the contribution of these other terms will
average out. Consequently, the sign of Z[l] is dominated by the Tl summands
Wk[l]. Thus, the sign of Z[l] should give a good estimate of the valueWk[l].
Note that S has a strong inuence on the values in Z: whereas for each Z[l]
the contribution of the `good' terms Wk[l] increases linearly with S, the
number of the other random summands (that may potentially inuence the
signs of Z) increases quadratically in S. This can be seen by noting that Tl
is on average of the order SM=L.

2. The reconstructed estimate Z is compared with the watermark table Wk of
a user k to judge his `guilt'. All zero entries in the table Z are ignored, which
is enforced by the factor [1 � Æ(Z[l]; 0)] in Equation (7). While the basic
Fingercasting scheme [1, 4] uses correlation for the comparison of Wk and
w, we use a variant of Tardos' accusation sum: If the symbol Wk[l] agrees

with the sign of Z[l], then user k is accused by a positive amount g1(p
(l)

sgnZ[l]
).

If the symbols di�er, then he is accused by a negative amount g0(p
(l)

sgnZ[l]
).

Note, however, that this informal reasoning assumes that no collusion attack oc-
curs, i.e., the attackers do not deliberately inuence the sign of the reconstructed
table Z. In the following section we show that the proposed construction still
allows tractability in the restricted digit model if the Fingercasting parameter S
is set to 1 or 2. It turns out that in this case, the attackers have no statistically
signi�cant inuence on the signs of the values in Z.

5 Analysis of the Construction

In this section we show that the construction works for S = 1 and S = 2. The
intuitive reason for this lies in the construction of the table Z: as noted in Section
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4.3, each entry Z[l] accumulates a sum of Tl termsW[l]; ifW[l] is an undetectable
table position, the colluders|according to the marking assumption|cannot in-
uence these terms. However, they can try to adjust the remaining (S � 1)Tl
terms (in case they belong to detectable table positions) contributing to Z[l] in
order to ip its sign.

For the case of S = 1 there are no such terms, thus the colluders have no
inuence on the value Z[l] at undetectable table positions. In the case of S = 2,
the number of table positions under control and outside control of the colluders
is almost equal (as for S = 2 we have Tl = (S � 1)Tl), which implies that they
only have a small chance of inuencing the signs in Z. Note that typically not
all of the other (S�1)Tl terms can be changed by the colluders, as some of them
may still come from undetectable table positions.

However, for S � 3 the construction fails, as the number of terms potentially
under control of the colluders, (S� 1)Tl, exceeds the number of `good' terms Tl.

5.1 Bound on the lookup-table length L

We analyze the construction of Section 4.2 in a similar way as the Tardos scheme
was analyzed in [12], using a statistical approach. In particular, we will make
use of a result from [12], showing that the required code length in a Tardos-
like scheme mainly depends on the statistical properties of a quantity called
`collective accusation sum'.

The collective accusation sum of a coalition C of c users is de�ned as the
sum of the individual accusations of each user in C:

AC =
X
k2C

Ak: (8)

The statistics of AC and the accusation sums Ak for innocent users k determine
to a great extent the performance of the �ngerprinting code. We denote by ~�j
and ~�j the mean and variance of the accusation sum Aj of an innocent user
j 62 C, scaled by L, whereas ~� and ~� denote the mean and variance of the
collective accusation sum, again scaled by L:

~�j = E [Aj ]=L ~�2j = (E [A2
j ]� E

2 [Aj ])=L

~� = E [AC ]=L ~�2 = (E [A2
C ]� E

2 [Aj ])=L:

Here, the expectation value is taken over all stochastic degrees of freedom in
the system (both at the side of the distributor and the colluders); E is formally
de�ned in Section 5.2. By construction (in particular the speci�c choice of g0 and
g1, the idempotency of Kronecker deltas and the relation E [Æ(sgn Z[l];Wk[l])] =

p
(l)

sgnZ[l]
) we immediately obtain ~�j = 0 and ~�j = 1, whereas the computation of

~� turns out to be less straightforward (see Section 5.2).
A similar reasoning as the one applied in [12] for the original Tardos scheme

shows that, under the assumption that both Aj and AC follow a Gaussian dis-
tribution (which is justi�ed due to the Central Limit Theorem), a threshold Z

of
Z �

p
2L~�jErfc

inv(2"1) (9)
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and a code length of

L � 2c2
�
~�j

~�
Erfcinv(2"1)

�2
 
1 +

~�

c~�j

Erfcinv(2"2)

Erfcinv(2"1)

!2

(10)

suÆces to achieve a collusion resistance against any coalition of at most c col-
luders, while having a false positive (accusation) probability of "1 and a false
negative probability of "2. In the regime "1 � "2, which is relevant for practical
content distribution systems, "2 has only a small inuence on the code length,
as Erfcinv(2"2) < Erfcinv(2"1). Ignoring the "2-term in (10), using ~�j = 1 and
the Taylor expansion of the error function leads to the following estimate of the
required code length

L �
2

~�2
c2 ln(

1

"1
): (11)

Thus, the parameter ~� determines the length of the Fingercasting lookup table L
required to resist a coalition of c users in our construction. A scheme with good
traceability will have a short value L (and thus a moderately large value of ~�),
whereas a scheme that o�ers only moderate or bad traceability will have a ~� close
to zero, thus requiring a huge code length, which is infeasible in practice. The
rest of this section is devoted to obtaining an estimate of ~� in our construction.

5.2 Computing ~�

Recall that ~� was de�ned as the scaled average of the collective accusation sum
AC of a coalition of c users, i.e., ~� = E [AC ]=L, where the average is computed
over all stochastic processes in the construction. A careful examination of the
construction shows that there are four di�erent stochastic processes involved:

{ The distributor generating the numbers p
(1)

1 ; : : : ; p
(L)
1 . Computing the ex-

pected value with respect to the distribution of p
(l)
1 , whose density is given

in (4), will be denoted by Ep . (Note that Ep corresponds to an L-dimensional
integral).

{ The distributor �lling the Tardos matrix X according to the probabilities

p
(l)
1 . Without loss of generality, we assume that the coalition's attack strategy
for the l-th position in Z only depends on the number of symbols f+1;�1g
that are present in the colluder's watermark tables W1; : : : ;Wc at the po-
sition l. We denote with bl the number of +1 symbols seen by the coalition
at position l. Note that bl 2 f0; : : : ; cg. We write b = (b1; : : : ; bL). Aver-
aging over the Tardos matrix X thus reduces to averaging over all integers
(b1; : : : ; bL). As noted in [13], these symbol counters follow a multinomial
distribution. The average with respect to b will be denoted by Eb .

{ The distributor generating indices ti� according to the Fingercasting index
generator. We assume the index generator to be a random oracle, thus all
indices are chosen independently and uniformly. Averaging with respect to
this distribution will be denoted by E t .

12



{ The colluders' stochastic attack strategy (inuencing the sign of Z[l]), given

the vector b. We de�ne P
(l)

b (�) := P[sgnZ[l] = � jb]. Averaging over this

distribution will be denoted by Ew . Furthermore, we de�ne P
(l)

b;bl=x
(�) =

P[sgnZ[l] = � jb with bl = x].

Applying the above averages, we obtain ~� as ~� = Ep [E t [Eb [Ew [AC ]]]]. After
straightforward but tedious manipulations (see Appendix), we get

~� =
2

�
Epnp(l)

h
E t [Ebnbl [P

(l)

b;bl=c
(+1)� P

(l)

b;bl=c
(�1) ]]

i
; (12)

where l denotes any undetectable table position with bl = c. Here, Epnp(l) and
Ebnbl denote averaging over all probabilities and b values, except those at the
l-th position. Note that the above expression depends only on undetectable table

positions; the two probabilities P
(l)

b;bl=c
(�1) and P

(l)

b;bl=c
(+1) intuitively capture

the ability of the colluders to alter the sign in the reconstructed table Z[l] for
an undetectable table position l by using all the other detectable positions in
W1; : : : ;Wc that they have at their disposal.

Thus, for determining the value of ~� it suÆces to consider the special case
of an undetectable table position l with W[l] = +1, and to determine the
probability that the colluders can force the sign of Z[l] to be positive or nega-
tive. The fact that the average is taken over all remaining degrees of freedom
(Epnp(l) ; E t ; Ebnb(l) ) allows us to reduce the analysis to a `typical set' argument.

5.3 The case S = 1

For the special case S = 1 it is easy to compute ~� from Equation (12). Recall
from Section 4.3 that for S = 1, in an undetectable table position l, Z[l] only
depends on the value of W[l], which is not controllable by the colluders due to
our table-level marking assumption.

Since the table position l in question is undetectable and the l-th entries in
the colluders' watermark tables W1; : : : ;Wc are all �lled with +1 (recall that
bl = c), the colluders can only produce a positive value Z[l]. Consequently, we

have P
(l)

b;bl=c
(+1) = 1 and P

(l)

b;bl=c
(�1) = 0. Thus, ~� = 2=�. Plugging this value

into Equation (11) yields a code size of L � �2

2
c2 ln(1="1). This shows that the

construction of Section 4.2 allows a good traceability of colluders; the scheme
has the same asymptotic performance as Tardos' �ngerprinting code of length
L.

The drawback of choosing S = 1 lies in the limited security of the encryp-
tion step in Equation (1): The distribution of the blinding factors added for
encryption (sum of S entries of the encryption lookup table E) does not have
a suÆciently small statistical distance to a uniform distribution. This problem
can be avoided by choosing a longer lookup table than necessary for tracing.
However, this comes at the expense of reduced overall eÆciency.
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5.4 The cases S = 2 and S � 3

An exact analysis of the cases S � 2 is nontrivial due to the averages in Equation

(12). We therefore proceed by giving estimates for the probabilities P
(l)

b;bl=c
(+1)

and P
(l)

b;bl=c
(�1) and subsequently of ~�. As an exact computation of Equation

(12) seems intractable, we use a `typical set' argument; we replace the three

averaging steps by evaluating the probabilities P
(l)

b;bl=c
(+1) and P

(l)

b;bl=c
(�1) for

a `typical' con�guration of parameters.
In order to enforce a bad traceability, the colluders' goal is to make ~� as small

as possible. This can be achieved by a strategy that results in P
(l)

b;bl=c
(+1) �

P
(l)

b;bl=c
(�1). Recall from the discussion at the beginning of Section 5 that the

entry Z[l0] consists of Tl0 copies of W[l0] and (S � 1)Tl0 other summands W[l]
for various l 6= l0. When l0 is an undetectable +1 position, the attackers cannot
changeW[l0] = +1. The contribution of these positions to Z[l0] will be +Tl0 . Of
the remaining (S � 1)Tl0 summands, the majority will, for large coalition sizes,
come from detectable positions. Whenever a detectable table position is used
in the decryption, due to the restricted digit model, the colluders can make a
decision on the sign of the watermark symbol to use. We denote the number of
such decisions by �. The colluders must use these decisions to overcome the +Tl0
`bias'. They will succeed with probability

P
(l)

b;bl=c
(�1) =

1

2
P[� > Tl0 ]:

The factor 1=2 originates from the fact that the colluders only see an unde-
tectable position l0, but do not know the sign of the watermark symbol used.
Thus, they can only guess whether they have a positive or negative bias to
overcome. The probability P[� > Tl0 ] can be expressed as

P[� > Tl0 ] =

(S�1)Tl0X
�=Tl0

+1

�
(S � 1)Tl0

�

�
(1� Æ)�Æ(S�1)Tl0

��; (13)

where Æ denotes the probability that a certain table entry W[l] is undetectable.
Note that Æ = 2

R
f(p)pc dp / 1=

p
c; we will assume that the coalition is so

large that Æ < 0:5.
For S = 2 we have P[� > Tl0 ] = 0, since the summation interval is nonexis-

tent. Next, we estimate the probability P
(l)

b;bl=c
(+1), which we can express as

P
(l)

b;bl=c
(+1) = 1� P

(l)

b;bl=c
(�1)� P

(l)

b;bl=c
(0):

Note that P
(l)

b;bl=c
(0) = 1=2P[� = Tl0 ]. From the binomial form (13) we get

P[� = Tl0 ] = (1 � Æ)Tl0 . Thus, in contrast to the S = 1 case, the expectation
term in Equation (12) for ~� is not exactly equal to 1, but slightly smaller,

~� �
2

�
[1� 1

2
(1� Æ)Tl ];
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which forces the distributor to use a slightly larger code length. Tl is on average
equal to SM=L. Hence, S = 2 provides a good tradeo� between the security of
the encryption and the traceability of colluders.

For S = 3, however, the sum in (13) is close to unity. This is seen as follows.
The peak of the binomial distribution lies at � = 2(1 � Æ)Tl0 > Tl0 , while
the summation interval starts at � = Tl0 . Thus, the summation covers most of
the probability mass of the distribution, especially if Æ � 0:5 and if the ratio
M=L is large. For higher values of S, the summation (13) covers even more
of the probability mass. Hence, for S � 3 the attackers can choose a strategy

that makes P
(l)

b;bl=c
(+1) � P

(l)

b;bl=c
(�1) and the attack succeeds with very high

probability. The reason for the failure for higher S values lies in the degrees of
freedom the attackers have to inuence the signs of the entries in Z. Thus, for
S � 3 the accusation method needs to be changed; the most promising solution
is to accuse based on w instead of Z. We leave this for future research.

6 Conclusions and Future Work

In this paper, we presented the �rst secure watermark embedding scheme that
combines a lookup-table based stream cipher with an eÆcient �ngerprinting
code, recently proposed by Tardos. This enables eÆcient �ngerprinting of dis-
tributed content, as the joint decryption and �ngerprinting step is performed
securely at the client side. We determined the required tracing algorithms and
discussed the main design parameters and their trade-o�. Our analysis shows
that the construction works for the choice of parameters S = 1 or S = 2 in Fin-
gercasting. Whereas S = 1 is unfavorable in terms of security, the choice S = 2
yields a practical solution. Future work includes improvement of the tracing algo-
rithm in order to handle the case S � 3 and designing Chameleon-based stream
ciphers that allow for a better trade-o� between security of the encryption and
the length of the �ngerprint code.
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A Appendix: Derivation of Equation (12)

Recall that ~� = Ep [E t [Eb [Ew [AC ]]]], where AC denotes the collective accusation

sum of a coalition C of c users as de�ned in Equation (8). We denote with b
(l)
� the

number of � symbols in the l-th entry of the tablesW1; : : : ;Wc of the colluders.
AC can be written as

AC =

LX
l=1

[1� Æ(Z[l]; 0)]
X
k2C

h
Æ(sgnZ[l];Wk[l]) g1(p

(l)

sgnZ[l]
)+

(1� Æ(sgnZ[l];Wk[l])) g0(p
(l)

sgnZ[l]
)
i

=

LX
l=1

[1� Æ(Z[l]; 0)] [b
(l)

sgnZ[l]
g1(p

(l)

sgnZ[l]
) + (c� b

(l)

sgnZ[l]
)g0(p

(l)

sgnZ[l]
)]:

Taking the expectation Ew of AC yields, using the de�nition of P
(l)

b (�),

Ew [AC ] =
X

�2f1;�1g

LX
l=1

P
(l)

b (�) [b(l)� g1(p
(l)
� ) + (c� b(l)� )g0(p

(l)
� )]:
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Taking the expected value E t , writing the two terms of the sum over � explicitly

and noting that b
(l)
�1 = c� b

(l)
1 yields:

E t [Ew [AC ]] =

LX
l=1

E t [P
(l)

b (1)] [b
(l)
1 g1(p

(l)
1 ) + [c� b

(l)
1 ]g0(p

(l)
1 )] +

E t [P
(l)

b (�1)] [b
(l)
�1g1(p

(l)
�1) + [c� b

(l)
�1]g0(p

(l)
�1)]

=

LX
l=1

E t [P
(l)

b (1)� P
(l)

b (�1)]
b
(l)
1 � cp

(l)
1q

p
(l)
1 (1� p

(l)
1 )

:

To simplify the notation, we write bl as abbreviation for b
(l)
1 ; similarly, we write pl

for p
(l)
1 . Next, we jointly take the averages Eb and Ep . We do this by �rst taking

the average Ebnbl over all values b, except the l-th position, then over bl (which
follows a Binomial distribution) and �nally over the probabilities p1; : : : ; pL cho-
sen during �ngerprint creation. Applying these three averages we obtain

~� =
1

L
Ep

"
LX
l=1

cX
bl=1

�
c

bl

�
E t [Ebnbl [P

(l)

b (1)� P
(l)

b (�1)]]
bl � cplp
pl(1� pl)

pbll (1� pl)
c�bl

#
:

By the independence of columns, we can �rst take the average over pl and sub-
sequently over all other values, yielding

~� =
1

L
Epnp(l)

"
LX
l=1

cX
bl=1

�
c

bl

�
E t [Ebnbl [P

(l)

b (1)� P
(l)

b (�1)]]

Epl

"
bl � cplp
pl(1� pl)

pbll (1� pl)
c�bl

##
: (14)

The innermost expectation value can, using the density function f de�ned in
Equation (4), be computed explicitly, as

Epl

"
bl � cplp
pl(1� pl)

pbll (1� pl)
c�bl

#
=

1

�
pbll (1� pl)

c�bl

����
1

0

= �
1

�
Æ(bl; 0) +

1

�
Æ(bl; c):

Thus, in the sum over bl in Equation (14), all summands except bl = 0 and bl = c

vanish and ~� can be written as

~� =
1

�
Epnp(l)

h
�E t [Ebnbl [P

(l)

b;bl=0(1)� P
(l)

b;bl=0(�1)]]+

E t [Ebnbl [P
(l)

b;bl=c
(1)� P

(l)

b;bl=c
(�1)]]

i
;

where l denotes any index of an undetectable table position. By symmetry, Equa-
tion (12) follows.
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